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Abstract

Oral cancer is a major health concern, especially in less-developed or resource-
constrained environments. The main causes of this cancer include tobacco use, betel
chewing, poor oral hygiene, and other factors. Early detection of oral cancer symp-
toms can greatly improve survival rates. However, existing diagnostic methods heavily
rely on limited uni-modal data and may miss subtle indicators in resource-constrained
settings. Current methods require large labeled datasets, which are difficult to obtain
due to security and privacy concerns; hence, there is a need for multimodal approaches
that combine different data types (e.g., images with patient clinical data), which helps
the model generalize and perform better. This thesis aims to develop and evaluate a
transformer-based multimodal pipeline that fuses histopathological images with struc-
tured metadata to improve oral cancer detection performance. Histopathological images
are preprocessed and fed into pretrained Shifted Window Vision Transformer (Swin) and
Data-Efficient Image Transformers (DeiT) pipelines to generate embeddings, alongside
structured metadata (e.g., demographics, risk factors), which are cleaned, encoded, and
embedded. A fusion network integrates these embeddings, and the combined model
is trained end-to-end on a curated dataset. We used a publicly available dataset called
NDB, which contains 237 histopathological images and related metadata. These images
are converted into patches for model training. Both multimodal approaches performed
well, achieving accuracies of 92% for DeiT and 93% for Swin Transformer. These
results demonstrate that transformer-based fusion of images and metadata can mitigate
data scarcity and enhance diagnostic reliability, offering a promising direction for prac-
tical oral cancer detection tools. Future work may integrate additional modalities (e.g.,

acoustic or IoT sensor data) and validate the pipeline on larger, multi-center cohorts.
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CHAPTER 1: Introduction

Oral cancer is 13th among the most prevalent cancer and a significant health concern
[[1]. It originates in the tissues of the mouth, including the cheeks, tongue, lips, gums,
floor, and roof of the mouth. As part of the broader category of head and neck cancers,
oral cancer is most commonly seen as Oral Squamous Cell Carcinoma (OSCC), which
makes up approximately 90% of all cases [2l]. OSCC typically begins in the mucosal
lining and appears as persistent sores, lumps, or patches that fail to heal. Other forms
of oral cancer include verrucous carcinoma, salivary gland tumors, and lymphoma.
Despite advances in treatment, oral cancer remains a leading cause of morbidity and
mortality worldwide. In 2020, cancers of the lip and oral cavity accounted for approx-
imately 377,713 new cases and 177,757 deaths [3]]. These cancers are closely linked
to socioeconomic factors and occur more frequently in older adults and men. Key risk
factors include chewing areca nuts, consuming alcohol, using tobacco products, and, in
some regions, infections such as Human Papillomavirus (HPV) [4].

Conventional diagnostic methods for oral cancer, like biopsies and visual exami-
nations, are often time-consuming, require professional assessment, and are prone to
errors or discrepancies. Artificial Intelligence (Al), on the other hand, is an excellent tool
for detecting small changes in medical data. Computer Vision (CV) technologies like
Convolutional Neural Networks (CNNs) and other Vision Transformers (ViTs) are great
tools for doing this for image data, even surpassing human professionals. These tools
accurately detect suspicious cancerous regions that even a professional can miss. Al in
the medical field is being used rapidly because of its excellent performance in tasks like
this. Al has several significant advantages. It enables early detection by identifying pat-
terns in medical data that could indicate cancer before it becomes advanced [5]]. In most
cases, oral cancer is detected late and causes many deaths. Al also improves efficiency
by processing large volumes of information quickly, easing the workload of healthcare
professionals. In addition, Al also helps to reduce overall costs by essentially automat-
ing many of the complex diagnostic tasks, thereby making advanced medical care more
readily accessible in resource-limited settings. Finally, Al-powered systems can, in
fact, even be seamlessly integrated into preventive healthcare programs, effectively and

reliably identifying individuals who are at particularly high risk and facilitating timely



interventions that can help reduce the progression of the disease significantly [|6].
These advancements clearly show how Al has the potential to transform the way oral
cancer is detected and treated, especially in regions where access to specialized medical
expertise is limited [7]. Working on new approaches like integrating multiple data
modalities, such as text, acoustic signals, medical images, and Internet of Things (IoT)-
derived biosensor readings, can significantly improve performance, generalization and
diagnostic accuracy in Al-driven oral cancer detection. For instance, Natural Language
Processing (NLP) can help mine electronic health records and research literature to
identify risk factors, while acoustic methods (e.g., elastic scattering or photoacoustic
measurements) reveal tumor stiffness or vascular patterns without invasive sampling.
Simultaneously, CNNs and ViTs handle image data (intraoral photos or imaging scans)
to detect lesions with high sensitivity. Wearable or chairside IoT sensors add another
layer of real-time physiological data—saliva biochemistry, temperature fluctuations,
or real-time pH changes—that correlates with emerging pathology. By fusing these
heterogeneous inputs, multimodal Al pipelines capture the complex interplay between
clinical history, cellular mechanics, visual appearance, and molecular markers, leading to
more robust early-stage identifi- cation, better risk stratification, and ultimately improved

patient outcomes in regions lacking specialized expertise.

1.1 Lesion Classes: Definitions & Clinical Significance

Our study focuses on three types of oral lesions, each representing a different level of

risk for developing oral cancer:

Leukoplakia without Dysplasia This condition appears as a white patch inside the
mouth, mostly on the tongue or inner cheek area. While these patches may look ab-
normal, the cells underneath do not show any signs of cancer. Medical professionals
consider it a low-risk condition, but regular check-ups are required because, in some

cases (around 1-5%), it can slowly change and become cancerous over time.

Leukoplakia with Dysplasia In this condition, the white patches contain cells that
have started to change in a way that can lead to cancer. These changes are known

as dysplasia, which can be mild, moderate, or severe depending on how the cells



appear under the microscope. This is considered a pre-cancerous state, meaning the

likelihood of lesions turning into cancer is as high as 30% if not treated properly.

Carcinoma (OSCC) This is a form of actual cancer where abnormal cells have broken
through the surface layer of tissue and started to invade deeper layers. This type,
which is called squamous cell carcinoma, accounts for up to 90% of all oral cancer
cases. If caught early, the 5-year survival rate is about 65%, but the chances of
successful treatment decrease the longer it goes undetected. Because of this reason

early detection of oral cancer becomes very crucial for a better survival rate.

To illustrate how these three lesion types differ in appearance, Fig[T.T|displays them

side by side for easy comparison. Each image highlights the key features that pathologists

look for when making a diagnosis.

0sCcC Without dysplasia With dysplasia

Figure 1.1: Representative histopathology images for each class (left to right):

Clearly understanding the differences among these categories is very important for
diagnosis and treatment. Some lesions may only need regular check-ups, while others

require surgery or more aggressive treatment.

1.2 Dataset Description:

Histopathological images have long been the gold standard for diagnosing oral cancer
lesions; they involve microscopic analysis of biopsy specimens to identify morphological
hallmarks of malignancy, such as nuclear pleomorphism, increased mitotic figures, and
basement membrane invasion. However, manual grading of these images is an extremely
time-consuming task that can consume valuable time of healthcare workers, and even

then, correctly identifying histopathological features remains challenging.



CV and image analysis offer solutions to these challenges. By converting glass
slides into high-resolution whole-slide images, algorithms can quantify features such
as cellular density, keratinization patterns, and stromal characteristics. For this reason,
we developed a transformer-based image analysis model capable of accurately detecting
changes in histopathological images with high performance. This work not only reduces
the time required for manual identification, but also proves to be cost-effective and
reliable.

For this work, Original histopathological slides (PNG, 2048x1536) were obtained
from the NDB-UFES dataset, comprising 237 images (89 with dysplasia, 57 without,
91 carcinoma). To amplify sample size and capture localized features, furthermore,
non- overlapping 512x512 patches from the original 237 whole- slide images in the
NDB-UFES dataset are manually generated. Unlike the 3,763 pre-existing patches in
the NDB-UFES dataset, which were missing defined associations with metadata, the
custom patching process secured a direct reference to each source image. This ensured
that each patch could be accurately linked with the corresponding clinical metadata. To
keep class balance, approximately 1,000 patches per category were extracted based on
the original image labels.

Patient metadata - demographics (age, sex, skin color) and clinical factors (tobacco
use, alcohol consumption, sun exposure, size of the lesion) - were extracted and unified
in a CSV file. Each patch retained a reference to its origin image and corresponding

metadata via a one-hot encoded label vector [8]].

1.3 Prerequisites:

1.3.1 Swin Transformer:

Swin Transformer is a powerful DL algorithm used for image recognition tasks. Unlike
traditional models that look at the whole image, Swin Transformer divides the images
into smaller patches and processes them in local windows. These windows shift slightly
at each layer, helping the model understand both local details and global structure. This
makes Swin Transformer very efficient, especially in high-resolution images, and best

for object detection and image classification/analysis tasks.



1.3.2 DeiT Transformer:

DeiT Transformer is a lightweight and efficient version of ViT. It is designed to perform
well in limited data settings, which makes it best for working in the healthcare sector
where finding a large amount of data is very difficult and we have to work with limited
datasets. DeiT uses a technique called knowledge distillation, where it learns from a
stronger teacher model during training to improve its accuracy. This makes DeiT both

fast and effective for image classification tasks, even in data-limited scenarios.

1.3.3 Quantum Computing Basics:

Qubits (Quantum Bits):

Unlike traditional bits(0/1), gbuits can be 0 and 1 at same-time. Qubits can exist in
superposition. his allows quantum systems to process multiple possibilities simultane-

ously.

Quantum Gates:

* RY Gate: Rotates a qubit’s state, encoding classical data (like image features)

into quantum form.
* CNOT Gate: Creates entanglement, linking qubits so that changing one affects
the other. This helps model complex relationships in medical data.
Quantum Measurements:

After the processing is done, the qubits are measured to produce classical outputs, which
are numbers between -1 and 1. These outputs then serve as enhanced features for the Al

classifier.
Quantum Circuit:

* Our model uses a simple 2-qubit circuit:

— It encodes image and patient data into qubits using RY gates.
— It entangles the qubits using CNOT gates to capture hidden patterns.

— It measures the results in order to extract diagnostic insights.

5



In this work, we delve into a specific multimodal strategy that combines state-of-
the-art ViTs, namely Swin and DeiT Transformers, with structured patient metadata
(demographics, risk factors, etc.). First, the Swin and DeiT Transformers process
histopathological images of oral lesions to learn high-dimensional feature embeddings.
Then, we integrate those visual embeddings with tabular metadata (age, tobacco/alcohol
use, and other clinical parameters) via a fusion network to enhance classification ac-
curacy. By training these architectures end to end, our approach leverages both the
spatial-attention capabilities of modern transformers and the rich contextual informa-
tion in structured records. This work will later detail the data-preprocessing pipeline for
images and CSV files, the architectural modifications required for joint modeling, and

the resulting improvements in detection performance.

1.4 Evaluation Metrics

The evaluation matrix in this work focused on accuracy, precision, recall, and F1-score
to measure the overall performance of this research. These metrics provide a balanced

view of the model’s effectiveness, especially in handling class imbalances.

Accuracy: Represents the overall correctness of the model by measuring how well it
predicts both positive and negative cases. As shown in Equation|l.1] accuracy considers
both true positives and true negatives.

TP+TN

Accuracy = (1.1)
TP+TN+FP+FN

Recall: Highlights the model’s ability to identify actual positive cases accurately. As
defined in Equation [I.2] recall measures the model’s sensitivity.
True Positives

Recall = — - (1.2)
True Positives + False Negatives

Precision: Measures the proportion of true positive predictions out of all positive
predictions. As shown in Equation precision measures the accuracy of positive

predictions.



Precisi True Positives (1.3)
recision = — — .
True Positives + False Positives

F1-Score: Provides a balance between precision and sensitivity, especially useful for
imbalanced datasets. As defined in Equation[T.4] the F1-score balances both precision

and sensitivity.

Precision - Sensitivity

F1-Score =2 (1.4)

Precision + Sensitivity

1.5 Dissertation Outline

Thesis have been divided into six chapters. Chapter 1 contains the introduction and
basic concepts related to the oral cancer analysis. The Chapter 2 contains the literature
review of the content related to the oral cancer analysis. In Chapter 3 problem statement
is define and in Chapter 4 the dataset used in this study. Chapter 5 and Chapter 6 contain
two methodologies for oral cancer detection study. Finally Conclusion and Future work

in Chapter 7.

Preprocessing Feature
Extraction

Data Cleaning/
Normalization/ Scaling Vision Transformers

Augmentation/ Noise
Filtering/ Image Resize/ @
Color Correction

Unimedal or Multimodal

Qutcome

Testing

Cancerous

OR Validation

Non-Cancerous Testing

Figure 1.2: General Multimodal Pipeline for our Work.



CHAPTER 2: Literature Review

Early detection of oral cancer is crucial for boosting patient survival and reduc-
ing treatment morbidity. Computer-Aided Diagnosis (CAD) systems leveraging Deep
Learning (DL) and transformer architectures (in our case Swin Transformer, DeiT) can
capture both fine-grained histological details and global tissue context, offering rapid,
objective, and scalable diagnostic support. In this literature review, we examine a wide
spectrum of recent studies: from purely vision-based models that analyze intraoral and
biopsy images, to NLP approaches that mine electronic health records and clinical notes
for early warning signs; from IoT-enabled sensor platforms that monitor changes in
saliva biochemistry and temperature, to acoustic analysis techniques that infer tissue
stiffness or vascularity via sound-wave propagation. Each of these unimodal approaches
has demonstrated promise, but they often miss cross-modal correlations i.e. clinical
metadata may confirm what an image suggests, and sensor or acoustic signals can flag
subtleties invisible to vision alone.

Building on these insights, our methodology focuses on a truly multimodal pipeline
that fuses histopathological images with their associated metadata. We extract high-
dimensional embeddings from biopsy slides using two state-of-the-art vision transform-
ers, Swin and DeiT Transformers, pretrained on large image corpora and then fine-tuned
on our OSCC dataset. Those image embeddings are concatenated with structured patient
data (age, risk factors, biopsy reports, etc.) in a fusion network, enabling the model
to learn joint representations that reflect both visual and contextual information. By
training Swin and DeiT end to end on this combined dataset, we exploit their spatial-
attention mechanisms alongside tabular features to improve classification accuracy and
early detection performance beyond what any single modality can achieve and before
implementing the methodology, we thoroughly reviewed various studies in this field

listed below.

2.1 Broad Survey on Al-Based Oral Cancer Detection

In this section, we survey the main modalities used in oral cancer detection, based on

our earlier review work. We categorize existing studies into imaging, NLP, acoustic,



IoT/sensor, and other modalities.

2.1.1 Computer Vision (Imaging)

CV is arevolutionary technology that has found applications in various fields, including
the medical domain. Its ability to analyze visual data, such as medical images and
intraoral photographs, gives it a significant advantage in detecting subtle changes. In
the context of OSCC, CV processes histopathological images, radiographs, and even
smartphone- captured images to identify early signs of cancer. This technology primarily
utilizes DL algorithms, such as CNNs, to analyze images and detect patterns or small
changes within them [32]. It excels at its ability to detect cellular structures, nuclei size,
and tissue organization. Similarly, it enhances the analysis of digital intraoral images
by identifying visible lesions or abnormalities, such as leukoplakia or erythroplakia,
which may indicate oral cancer [15]. When integrated with other technologies like
NLP and IoT, CV becomes even more powerful. Combining image-processed data with
pathology or clinical reports processed through NLP, as well as real-time data from
IoT-enabled sensors, creates a system that is reliable, robust, and efficient [31]. Despite
some challenges like limited medical data for in depth analysis, CV is still being used
and proven to be exceptional technology in many different fields.

[9]] describes an innovative hybrid approach that accurately analyze the histopatho-
logical images and detect occurrence of any oral cancer symptoms. Skilled medical
professionals are required to detect if a person carry oral cancer or not using histopatho-
logical images. Even after that, it is a time-consuming task that can cost too much
resources and power. So to overcome these issues, this study suggest an Al approach for
early detection of oral cancer using histopathological images. The dataset utilized here
is histopathological data with 5192 images. In this data, three techniques have been used
to detect oral cancer early, which are Gabor (A linear filter used in image processing
to enhance edges and textures) + Categorical Boosting (CatBoost), ResNet50 (Residual
Network with 50 layers) + CatBoost, and Gabor+ ResNet50 (Residual Network with
50 layers) + CatBoost. But the best results were shown with my hybrid technique,
which uses Gabor+ResNet50+Catboost. This hybrid method outperformed the other
two methods, achieving an accuracy, precision, and Area Under The Curve (AUC) of

94.92%, 95.51%, and 94.9% respectively.



[1O] develop a hybrid CNN + Artificial Neural Network (ANN) model using 1,200
biopsy-proven dermoscopic images from the International Skin Imaging Collaboration
Archive (split 72% train, 18% val, 10% test) alongside patient metadata. By reduc-
ing overfitting on sparse data, they demonstrate that a fused CNN+ANN architecture
improves balanced accuracy from 73.69% to 92.34% when compared to an image-
only CNN. The final 24 MB model is suitable for remote and low-resource healthcare
deployment because it operates on medium-class hardware without cloud support.

[11] study introduces a new method to improve efficiency and performance of Deep-
CNN algorithms in the field of detection of oral cancer. The previous CNN methods
produce slow convergence and suboptimal performance due to ineffective hyperparam-
eter tuning. To address these challenges, authors introduced a new technique, which is
a Combined Seagull Optimization Algorithm. They integrate Combined Seagull Opti-
mization Algorithm with CNN models, which were inspired by the foraging behavior of
seagulls, to fine-tune the CNN’s hyperparameters such as filter size, CNN’s layers and
learning rate. This hybrid approach ensures that the model achieves higher accuracy and
faster training. The dataset used in this study is histological image data, which is trained
for the classification of cancerous or non-cancerous images. To evaluate the model
evaluation matrices like F1-score, accuracy, recall, precision, and AUC were used. The
results show that the Combined Seagull Optimization Algorithm-optimized CNN out-
performs traditional CNNs and other optimization techniques, achieving significantly
higher accuracy and better classification performance.

The study [[12] focuses on extracting features from two previously pre-trained CNN
models—EfficientNetB0 and EfficientNetB1 (Scalable CNN architectures designed to
optimize accuracy and efficiency in deep learning tasks), in- stead of working on these
features separately. The authors introduce a feature-level fusion technique that combines
features from the two EfficientNet models to leverage their strengths. The daily release
introduces a self-attention block (assigns adaptive weights to features, enhancing the
model’s capability to detect complex patterns), which en- hances the values of weighted
features that positively affect the performance of the model. This method of fine-
tuning features will produce detailed and meaningful relationships, which significantly
improves the accuracy of detecting oral cancer from a sample space. The dataset used

in this study is the Mouth and Oral Disease dataset with 5,143 sam- ples. The accuracy

10



achieved on this dataset is 98.83%, showing superior performance. The paper also
compared its findings with previous advanced architectures like InceptionResNetV2
(A hybrid deep learning model that combines the Inception architecture with Residual
Connections) and earlier EfficientNet versions, demonstrating its superior accuracy and
generalization abilities. Future work aims to address dataset limitations and explore
real-time applications in a resource-constrained environment.

The most common oral cancer sub-type is OSCC, which is caused by tobacco use,
alcohol, HPV infection, poor hygiene, etc. This paper [13]aims to detect OSCC using
deep neural network techniques early. The study uses a Kaggle dataset prepared by
Tabassum et al., which has a combination of 5,685 histopathological images from which
3,099 are cancerous and 2,586 are non-cancer. The models used on this data were
InceptionResNetV2 (a hybrid of Inception and ResNet architectures.), InceptionV3,
Xception, and NASNet (Neural Architecture Search Network). All of the models used
transfer learning to fine-tune them on the oral histopathological image dataset. For
pre-processing techniques like augmentation, image scaling, and normalization were
used. The best outcome is achieved by InceptionResNetV2 which outperformed every
other model by achieving accuracy of 91.35%. The model also faced some challenges
such as limited dataset size which is not ideal for DL. models and lack of diversity.

In this study [[14]] to detect OSCC, a new DL approach is used, which is MaskMean-
ShiftCNN (Mask Mean Shift Convolutional Neural Network) and SV-OnionNet (Sup-
port Vector Onion Network). They used these techniques for segmentation and identi-
fication. The dataset used in this study is histopathological image-labeled data, which
includes cancerous and non-cancerous images. MaskMeanShiftCNN is used for accurate
segmentation of cancerous regions in histopathological images, While for classification,
the SV-OnionNet model is used. This model uses spatial and visual features to identify
cancerous areas. This approach did better than anything before, hitting almost 99accu-
racy (98.94% to be exact!), with similar scores for sensitivity (98.96%) and specificity
(97.18%). The error rate was incredibly low, just over 1% (1.05%). The outcomes of
this approach are excellent, as seen before. One of the limitations of this approach is its
high computational cost and complexity. But with still this high level of accuracy, this
approach can be very helpful in real-world medical use.

In [15], the manual classification of oral cancer is challenging, time-consuming,

11



and prone to errors. To address this issue, CAD using Al is used in current time. In
this study, different CNN models like MobileNetV2, VGG16, ResNet-50, LeNet-5 (A
classic CNN architecture for handwritten digit recognition, designed with convolutional
and fully connected layers), and Inception V3 are applied to classify oral cancer. The
dataset used to train these models is histopathological image data, which contains only
1,224 images divided into normal and OSCC categories. To address the small dataset
size, data augmentation (e.g., rotation, flipping, scaling, and zooming) is applied to
expand the number of images to 6,931. Among all the models, MobileNetV?2 performed
the best. It outperformed every model used in the study with an accuracy of 95.41%
and Fl-score 92.08%. The study highlights that MobileNetV2’s lightweight design
and inverted residual blocks make it particularly suitable for real-world appli- cations,
outperforming heavier architectures like ResNet-50 and VGG16. Transfer learning
was applied to fine-tune these pre-trained models, but they did not perform as well as
MobileNetV2. Inception V3, in particular, showed poor results with an accuracy of
51.86%, highlighting its limitations for this binary classification task.

This body of work shows strong progress in CV for oral cancer detection, but
often relies on large labeled datasets or manual annotation. These challenges motivate

exploring more flexible architectures, such as vision transformers and multimodal fusion.

2.1.2 Natural Language Processing

In current times, NLP is getting very popular in the medical field because of its ability to
make sense of large amount of unstructured data such as medical reports clinical notes,
pathology reports, and radiology findings. By analyzing this complex data, NPL can
bring out useful patterns and extract insights that can help in the quick diagnosis of oral
cancer. It can help a patient get personalized treatment [16]. By compiling important
data from electronic health records, such as risk factors, symptoms, and biomarkers,
this technology can assist physicians. This makes it easier to identify high-risk patients
and give them priority care, which benefits everyone. NLP also enhances research by
processing large volumes of literature and clinical data, keeping clinicians updated on
the latest developments in OSCC [[1'/]. Furthermore, NPL can also be used with other
technologies like Machine Learning (ML) image processing. Along with image data,

textural data can also be fed into ML/DL models to give them more context or more
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information that can eventually be very helpful in early detection of oral cancer [18].
Paired with IoT devices, NLP can even analyze real- time data from wearable sensors,
detecting early signs of oral cancer. While challenges like data variability and privacy
concerns remain, NLP’s ability to handle diverse datasets and integrate with advanced
tools like DL and 10T makes it an invaluable resource for improving oral cancer detection,
reducing delays, and enhancing patient outcomes, especially in underserved regions.
The research work [[19] focuses on the use case of ChatGPT in medical text analysis.
ChatGPT is a Large Language Model which work on large complex unstructured data.
This text could be anything from patient records, symptom descriptions, and medical
literature, to assist healthcare providers in making accurate and timely decisions. Chat-
Gpt is better and very fast than traditional methods. It can easily analyze large datasets
in no time and produce results is minimal error. Tools like chatGPT which do NLP
can be very helpful for patients to understand their condition in an understandable way.
Not just for patients, professional clinicals can also use ChatGPT with their knowledge
and ChatGPT’s assistant. It can act as a very powerful tool for better decision-making.
The study in this paper also highlights the ChatGPT’s ability to early detect oral caner
symptoms, standardize treatment protocols, and enhance patient education. It uses data
like patient records, imaging results, and reported symptoms to offer tailored solutions.
ChatGPT is a NLP tool that has many uses in the medical field, and further study in this
field can improve outcomes and make care more accessible and effective for patients.
In this study [18], the authors used NLP differently. They used NLP to create
captions about the input image. After analyzing the image, NLP produced a short
description of the image. To achieve this, authors of this article apply three techniques
that is YOLOvV3 (You Only Look Once, version 3), Mask Region-Based Convolutional
Neural Network, and RetinaNet (An object detection model using Focal Loss to address
class imbalance, achieving high accuracy in detecting objects). These three are object
detection models. These models work together to detect images and then combine
their results to get better accuracy. And after the object of images get detected system
use NLP to write descriptions about the images. This process can be applied to oral
cancer by analyzing cancerous images (such as x-ray images, histopathological images,
or photos of the mouth) and writing the description about the images like where the

cancerous lesion is located. The authors trained their system using the Common Objects
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in Context dataset, which is a collection of over 118,000 images that include various
objects and their descriptions, to teach the models how to detect objects and describe
them. This approach works in three steps: first, models will detect the object in the
image. The output from these models will get combine together for better accuracy
and minimal error. After that combined data get passed to the NLP model, which uses
the detected objects’ positions and context to generate a meaningful description of the
image. For oral cancer detection, this technology can be very helpful in describing
medical images, detecting cancerous, abnormal regions, and helping doctors in fast and
error-free analyzing of patient cases. Also, the paper showed that a combined system
achieves very high accuracy and performance as compared to individual models.

The research work [20] assesses the effectiveness of NLP, image-based systems,
and multimodal Al in classifying breast density in mammograms, which is essential
for evaluating cancer risk. While this study focuses on breast density, this method can
also be applied to oral cancer detection by integrating text data from clinical reports and
medical images. The models used here are NLP algorithms such as Logistic Regression,
Support Vector Machine, and Decision Trees, as well as advanced transformer models
like BERT and RoBERTa (Robustly Optimized BERT) fine- tuned on Spanish biomed-
ical datasets. For the processing of images, the authors utilize the Lunit INSIGHT
MMG software, a commercial tool for mammogram image classification. Results from
NLP models are integrated/combined with an image processing tool using a late fusion
approach with an.layer selecting the final classification. The dataset includes 1533 un-
structured Spanish mammography reports, preprocessed and manually annotated with
breast density categories (A-D), and 303 corresponding mammogram images analyzed
with Lunit INSIGHT MMG software. The NLP model achieved the highest accuracy of
88%, while single image analysis achieved only 75%. The multimodal approach outper-
formed image analysis but remain less accurate than NLP model and achieved accuracy
of 80%. A multimodal approach, while less accurate, provides a more comprehensive
decision-making process by using both text and image data, reducing errors caused by
missing or ambiguous information. For oral cancer detection, the same approach can
also be used. NLP to process radiology reports, histological image metadata, etc., and
image analysis to find cancerous regions or abnormalities. This multimodal approach

can help early detect oral cancer with high performance and at a low cost.
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2.1.3 IoT/Sensor Technologies

The IoT is making a major improvement in the faster,more reliable diagnosis of oral
cancer. The ability of IoT to connect to smart devices helps monitor, analyze, and
collect real-time data. IoT-based systems use sensors to detect critical biomarkers such
as pH levels, temperature, and respiratory components, providing early warnings of oral
cancer [21]. For instance, handled or home-based IoT systems equipped with sensors
can be used to study the mouth cavity and then send this real-time data to an app or
to the cloud to monitor any abnormal changes. In addition, the seamless integration of
IoT with other technologies can produce highly accurate results. Combining IoT-gained
data with ML models can help even find the smallest of changes that otherwise will
be harder to find [22]. Similarly, combining IoT with CV allows for the automated
diagnosis of medical image data, like intraoral photographs or histopathological slides,
which helps in brief understanding of medical conditions.Not just a CV, NLP can also
be used in conjunction with IoT in making a robust system. Combining textual data
from pathology reports or clinical notes with [oT and image processing supports a more
holistic diagnostic approach.

The integration of IoT technology [23]] in the detection of oral cancer has revo-
lutionized the way oral diseases are diagnosed and managed, especially in resources-
constrained environments. IoT devices, such as smart dental films, wearable sensors,
and IoT-enabled mouthguards, enable high-quality data collection, such as periapical
X-rays or clinical images, and transmit this data wire lessly to smartphones or computers.
These devices eliminate manual data transfer, which requires experts to do it and once
the data is collected, advanced DL algorithms such as AlexNet CNN fine-tuned using
transfer learning, were implemented to analyze images and then classify these images
into different classes such as cancerous, pre-cancerous, and normal. The study in this
paper achieved 98% accuracy from this system, give real time feedback to patients and
helped in the early detection of abnormalities. The IoT lead system is very useful and
practical in low-income areas where resources and the cost of maintaining high-end
systems are very minimal. Using these automated systems reduces the dependency on
professional experts and also produces as good accuracy as them. Overall, IoT combined
with different Al technologies can revolutionize cancer detection by making it faster,

cost-effective, and accurate, ultimately improving patient outcomes.
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The paper [24] presents a system that uses the 10T and fog computing to help identify
and classify cancerous images using a Deep Convolutional Neural Network. IoT devices
like medical sensors and imaging tools are connected through a network. Data collected
from these sensors is then sent to a Fog computing layer. This layer processes the
data near the source instead of sending it to the cloud; this reduces delay. The study
utilized Positron Emission Tomography medical images (Positron Emission Tomography
scans, which are used to see how tissues and organs are working) as the dataset. This
approach starts with applying a modified vesselness filtering method (it is a technique
that removes noise from the images but keeps the small, important details). After that,
the system can easily identify the interested regions and extract important features from
them. These features are trained under Deep Convolutional Neural Network to classify
cancerous or non-cancerous regions. The dataset used in this study consists of 1500
images that were also used in training and testing. The accuracy achieved in this study
is 96.8%, specificity 97.5%, and sensitivity 92%. The study shows better performance
than previous techniques which used methods like the Frangi filter (Old Image Filter
method) or statistical models because it reduces errors and works faster. The system
showcases that IoT devices can collect medical data in real-time and process it using
local fog computing, which makes diagnosis faster and more efficient. By integrating
IoT with Al doctors can identify problems early and more reliably.

The author of this paper [25]] presents a system for classifying breast cancer using
ML. Studying techniques from different fields can help innovate and learn them for
oral cancer detection. The authors focused on identifying and classifying the most
important features using advanced algorithms. The study leverage very popular dataset
called the Wisconsin Breast Cancer Dataset, which includes information about 569
cancer cases with 32 features for each case. To simplify the data and focus on the most
relevant information, the authors applied Principal Component Analysis. This method
significantly reduces the size of the data by identifying patterns and selecting only
the most useful features. Out of the 32 features, Principal Component Analysis helps
shortlist the most relevant features for cancer classification, which were 11. After the pre-
processing of data, the study applied three models: Random Forest, Logistic Regression,
and Multi-Layer Perceptron (MLP). Among these three models, MLP outperformed

every model and obtained accuracy 98%. Making it the optimal model for detecting
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whether a cancer case is benign (non- cancerous) or malignant (cancerous). Other
models, Random Forest and Logistic Regression, achieved an accuracy of 95% and
79% respectively. The study utilized the WEKA tool for cleaning, processing, and
analyzing the data. The IoT component of the system enables real-time data collection
from devices, which is critical for diagnosing diseases early. For evaluating the system,
the author used precision, recall, and F-measure. The MLP model scored highest in all
these matrices, achieving an overall score of 96%. Although this study was applied to
breast cancer classification, we can apply the same techniques and technologies used
in this study to oral cancer classification. Just like in this study, we can use IoT for
real-time data collection of oral health images or saliva samples, etc. We can use similar

algorithms for the classification of cancerous or non-cancerous lesions.

2.1.4 Acoustic Methods

Acoustic-based research works use sound- or vibration-based measurements (e.g., elastic
scattering, photoacoustic imaging) to infer tissue stiffness, vascular patterns, or other
biophysical characteristics that are indicating us about malignancy.:

The study [26]] examines how individuals who have received therapy for oral or
oropharyngeal cancer can have their speech quality assessed using acoustic-phonetic
analysis and Artificial Neural Networks (ANN). It aims to investigate how treatment im-
pacts speech intelligibility and articulation by focusing on a specific speech characteristic
called Voice-Onset Time, which identifies voiceless stops (for e.g., /t/, /p/) and voiced
(for e.g., /d/, /b/). The author examined recordings from 51 patients with 6 months post-
therapy and 18 control speakers, measuring parameters like Voice-Onset Time and burst
durations of stop consonants using Praat software for acoustic-phonetic analysis and an
ANN trained to classify the phonological feature of voicing. The ANN, a feed-forward
neural network, was trained using speech data from healthy speakers and evaluated on its
ability to estimate voicing in speech segments. The study found significant differences
between patients and controls in terms of voicing during Voice-Onset Time and bursts of
certain stop consonants. Additionally, within the patient group, tumor size and location
influenced speech characteristics, with larger tumors leading to more impaired coordi-
nation of articulatory and vocal fold functions. The dataset included speech recordings

from patients and controls in a standardized environment. Evaluation metrics were
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based on subjective ratings (speech intelligibility and articulation by pathologists) and
objective measures (acoustic-phonetic features and ANN classifications). The study
showed correlations between subjective and objective evaluations, validating the ap-
proach. This method could be applied to oral cancer detection by identifying specific
acoustic markers associated with speech impairment. When combined with Al tools
like ML models, it could automate early diagnosis, monitor treatment outcomes, and
personalize rehabilitation strategies. While the ANN used achieved frame-level accu-
racy of 80%, further research with larger datasets and advanced models could enhance
performance. The integration of such tools into multimodal systems alongside IoT, NLP,
and CV could provide comprehensive solutions for reliable management and diagnosis
of oral cancer.

The article focuses [27] on researching, speech impairment in Tongue Squamous
Cell Carcinoma victims. The study focuses on analyzing the speech of patients before
and after surgery over a year-long period. The authors used both acoustic analysis
(examining the sound properties of speech) and a Speech Handicap Index questionnaire
(a survey that measures how much speech problems affect a person’s quality of life) to
assess speech. The recordings for the experiment were taken from 92 patients. The
patients were told to speak English vowels like /a/, /i/, and /u/ in a quiet environment. The
recording is then analyzed using a software called Praat, which helps reduce background
noise and extract useful features from the speech. The key measurements included: F1
(First Formant Frequency): Shows how high or low the tongue is during speech. F2
(Second Formant Frequency): Reflects how far forward or backward the tongue moves in
the mouth. Vowel Space Area: Represents the range of tongue motion when producing
sounds. Formant Centralization Ratio: Indicates the clarity of speech and articulation
(how clearly words are spoken). The study showcases that patients after surgery has
lost their speech clarity. The patients were having hard time pronouncing with clarity.
The Speech Handicap Index scores showed a significant increase (from 20.86 to 45.21),
indicating that speech problems became worse. The study also showed that patients
with larger tumors or intensive surgery had poorer speech clarity and had a hard time
moving their tongue backwards and forwards. Subtle cancers in the voice can be very
easily detected and analyzed for identification of oral cancer. When combined with Al

tools that can automatically analyze speech features, this approach can help innovate
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this field.

The study [28] focuses on using Formant Centralization Ratio as an acoustic
biomarker to detect tongue cancers (a subpart of oral cancer) and assess speech is-
sues caused by the disease. Formant Centralization Ratio is a measure derived from
speech sounds (it looks at how vowels like //, /i/, and /u/ are pronounced) and helps
identify changes in speech patterns. The study’s authors took speech samples from 33
patients with tongue cancer, both before the surgery and four to six weeks after the
surgery. They also used a speech-specific questionnaire called the Speech Handicap
Index to understand how speech problems affected the patient’s life. Researchers used
Support Vector Machines to classify speech outcomes using Formant Centralization
Ratio data. They found that Formant Centralization Ratio can be used to predict the
severity of speech imbalances and was strongly linked to tumor size and surgical impact.
Larger tumors have higher Formant Centralization Ratio and more speech imbalances
faced by patients. The study applied AUC to check the system’s accuracy and achieved
a score of 0.816 for identifying advanced-stage cancers. This shows that Formant Cen-
tralization Ratio can be a very reliable, non-invasive tool for early detection of tongue
cancer. By combining this technology with more Al tools such as ML and DL, we can
make faster and more reliable automated speech analysis. In addition, integrating IoT
devices such as microphones or sensors with CV could allow real-time monitoring of
patients, offering good care. It can be a very valuable addition to the multimodal oral

cancer detection approach.

2.2 Motivation for Multimodal Fusion:

After reviewing unimodal studies, we observed that single-modality approaches typically
require large amounts of data to achieve good performance, yet well-labeled, structured
medical datasets are hard to obtain. To address this limitation, we propose combining
two different modalities to enhance both performance and efficiency.

Although most studies rely solely on images to classify oral cancer, imaging data are
often scarce and limited. By integrating this limited image data with other sources—such
as clinical text, patient records, or [o[-enabled sensor readings. We aim to improve model
generalization and predictive accuracy.

As observed in the literature:
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* Imaging alone may not capture patient history or subtle biochemical signals.
* NLP alone finds risk factors but cannot “see” morphological signs.

* IoT/acoustic adds real-time signals but may yield noisy data without image context.

2.3 Transformer-Based and Metadata-Fusion Approaches:

Early detection of oral cancer is crucial for boosting patient survival and reducing
treatment morbidity. CAD systems leveraging DL and transformer architectures (Swin
Transformer, DeiT) can capture both fine-grained histological details and global tissue
context, offering rapid, objective, and scalable diagnostic support. This literature review
examines a recent transfer learning based deep model for OSCC prediction from biopsy
images.

[29] apply transfer learning on a customized AlexNet backbone to extract salient
features from prepro- cessed OSCC biopsy patches (227 x 227 x 3), training on a 70/30
split. The study highlights lightweight deployment on standard hardware, examines
performance with a suite of statistical metrics, and outlines future integration with
fuzzy logic, multimodal transformers, and federated learning for improved precision
and security.

[30] introduce a transfer learning based framework that fine-tunes various pre-
trained CNNs models(e.g., Inception- V3, ResNet) on oral lesion images and applies
explainability techniques (e.g., Gradient-weighted Class Activation Mapping (Grad-
CAM) heatmaps) to showcase discriminative mucosal regions. The study performs a
comparative analysis of learning rates and architectures, displaying that Inception-V3
obtains the highest classification accuracy while providing visual explanations for its
predictions. This technique not only automates early OSCC detection but also proposes
interpretability to support clinical decision-making.

Building on multimodal and CNN-based approaches in dermoscopy, [31] look into
vision transformers for clinical-photo—based OSCC detection. They manually anno-
tated 1,406 oral photographs and trained a Swin-Transformer on 1,265 images (141 for
testing), reaching 98.6 % accuracy and AUC 0.99. By utilizing hierarchical feature
maps and shifted-window self-attention, the model acquires both local lesion details

and global context with linear complexity. Class activation maps further provide visual
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explanations, demonstrating the Swin-Transformer’s potential to help clinicians in early
OSCC screening from routine clinical images.

[32] employs two DL models—Coordinate Attention Network (CANet) and Swin
Transformer for the classification of oral cancer images from the Kaggle Oral Cancer
Images Dataset. CANet embeds an attention module that combines channel information
with explicit location cues, assisting the network focus on important regions in biopsy
images. The Swin Transformer splits each image into patches and feeds them through
hierarchical transformer blocks to capture both local details and global context. The au-
thors use class activation maps to visualize where each model is “looking” and perform
ablation studies—removing horizontal or vertical attention—to show that embedding
coordinate information improves classification. They also compare their techniques
against prior CNN-based approaches, showcasing the benefits of attention-guided learn-
ing for oral cancer detection.

[S] proposes P-NDB-UFES, a patch-level variant of the publicly available NDB-
UFES dataset developed by the Oral Diagnosis Project (N “ucleo de Diagn “ostico Bucal,
NDB) at the Federal University of Esp “1rito Santo (UFES). This dataset comprises 3,763
pathologist-annotated image patches spanning OSCC, dysplasia, and non-dysplasia.
They compare three families of methods—standard CNN backbones (ResNet50, VGG16,
MobileNet-V2, DenseNet-121), vision transformers such as ViT, Pooling-based Vi-
sion Transformer (PiT), and Convolutional Vision Transformer, and few-shot learners
(Siamese and Triplet networks, Prototypical Network (ProtoNet) with Euclidean or
hyperbolic distance)—using stratified cross-validation. All models are trained with
weighted cross-entropy and Stochastic Gradient Descent (SGD) with Learning Rate
(LR) scheduling, then evaluated on balanced accuracy, precision, recall, and F1-score.
Results show CNNs and transformers perform similarly (DenseNet-121 edges out oth-
ers at 92% balanced accuracy), while few-shot methods lag behind, though ProtoNet in
hyperbolic space shows promise when tuned.

[33]] evaluates ViT and Swin Transformer on a new set of 2,434 smartphone-captured
oral images labeled as “suspicious’” or “non-suspicious.” They apply standard transfer
learning (ImageNet pre-training), data augmentation (flips, rotations, color tweaks),
and 5-fold cross-validation with an Adam optimizer. Their results show that Swin

transformer performed better than ViT by 2.3% in accuracy(88.7% vs 86.4%) and also
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overtake traditional CNNs models(Vgg19, ResNet50). This work showcase the promise
of lightweight transformer models for on-device oral cancer screening.

[34] applies a ViT to a public set of 4,946 oral histopathology slides, fine-tuning it
to tell cancerous from healthy tissue. They tweak the transformer’s attention layers to
better capture subtle tissue patterns and then compare this modified ViT against eight
standard CNNs (Xception, ResNet50, InceptionV3, etc.).By visualizing which image
regions the model attends to, they show the transformer focuses correctly on tumor areas,
and they recorded superior sensitivity and specificity on this small dataset—showcasing
that even with a smaller number of training images, attention-based transformers can
surpass traditional deep nets for early OSCC detection.

[35] presents a comprehensive survey of DL methods that applied across six imaging
modalities (X-ray, UltraSound, Computed Tomography, Magnetic Resonance Imaging,
Positron Emission Tomography (PET), histopathology). The researchers review core
architectures (CNNs, transfer learning, ensemble methods, Graph Neural Networks,
ViTs) and most common overfitting measures (batch norm, dropout, data augmentation).
They summarize the state of the field, feature challenges—data scarcity, class imbalance,
model explainability, multimodal fusion—and overview for future directions, including
standard public datasets, few-shot learning, and explainable ViT models for robust cancer
diagnosis.

[36] presents Deep Structured Learning with Vision Intelligence for Oral Carcinoma
Lesion Segmentation and Classification using Medical Imaging, a multi-stage pipeline
for 131 oral carcinoma images. First, Wiener filtering removes noise; next, ShuffleNetV2
extracts high-level features; then a multi-head-attention-based CNN combined with a
Bidirectional Long Short-Term Memory (BiLSTM) model classifies cancer versus non-
cancer; and a UNet3+ segments lesion regions. Finally, the Sine-Cosine Algorithm tunes
hyperparameters for better efficiency. Through the use of epoch-based simulations and
comparisons with prior methods (CNN, Deep Belief Network, etc.), they illustrate
enhanced robustness and segmentation- aware classification in a limited data setting.

[377] reviews the development from single- modality Al systems (works only on im-
ages or text) to multimodal frameworks that integrate skin-lesion images, dermoscopy,
pathology data, and patient narratives. The researchers analyze the advantages and

disadvantages of traditional CNN and NLP models, then showcase how the large- scale
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pre-trained multimodal transformers can harness diverse clinical datasets to enhance
diagnostic accuracy. Authors also explore privacy-preserving strategies such as fed-
erated learning and multi-party computation, for enabling cross-institutional training
without sharing raw patient data, creating a way toward secure and efficient use of Al in

healthcare.

2.4 Publicly Available Oral Histopathology Datasets

The Table 2.1] showcase the different datasets used in oral cancer detection. Most of
these datasets are image data, including histopathological images, annotated oral cavity
images, and cell data.

Histopathological images, which are microscopic images of stained tissue sam-
ples, are widely used in oral cancer detection as they provide highly detailed views of
cellular structures, including abnormal cell shapes, enlarged nuclei, and tissue disorga-
nization—key markers for diagnosing OSCC [8]]. Histopathological images, which are
microscopic images of stained tissue samples, are widely used in oral cancer detection
as they provide highly detailed views of cellular structures, including abnormal cell
shapes, enlarged nuclei, and tissue disorganization—key markers for diagnosing OSCC
[8]. Camera images, such as intraoral photographs or images taken from smartphones,
are gaining a lot of attention because of their easy accessibility and non-invasive na-
ture. Spectroscopy technologies, such as fluorescence spectroscopy, near-infrared spec-
troscopy, and Raman spectroscopy, are also gaining popularity due to their ability to
detect molecular-level changes in human tissues. Although all these improvements have
been made, histopathological images still remain the primary choice due to their broad
accessibility.

New technologies like the IoT are also playing a superior role in the early diagnosis of
oral cancer. IoT devices for example smart sensors and wearable devices could analyze
real-time data, like changes in saliva or environmental factors, to complement these
datasets [38]]. Acoustic technologies, though not detailed here, show potential by using
sound waves to study the flexibility of cells, which can reveal how aggressive a tumor
is [39]. By combining these datasets of different data types. Lets say, integrating image
data with textual data, we can work on making more generalized, accurate and reliable

oral cancer detection models.
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In overall conclusion of literature review, transformer-based models are coming as

powerful tools for oral cancer detection, providing high accuracy and ability to identify

both fine-grained and global image features. Additionally, multimodal techniques that

combine images with patient metadata have shown better results over image-only mod-

els, allowing more robust and context-aware diagnosis. These advances highlight the

growing potential of transformers and multimodal Al in early, accurate, and scalable

oral cancer screening.

Here Summarizes major publicly available datasets used in oral cancer detection

research.

Table 2.1: Key Publicly Available Datasets for Oral Cancer Detection

Dataset Name  Link Ref. Data Type Task Modality
NDB-UFES https://doi. [8]  Histopathological Multiclass Multimodal
org/10.17632/ images and meta- classifica-
bbmmm4wgrs . 4 data (clinical data)  tion
Annotated Oral https://doi.org/ [40] White-light clinical Classification Multimodal
Cavity Images 10.5281/zenodo. images + metadata
10664055
UFRGS  Pap- https:// [41] Papanicolaou- Segmentation Unimodal
OMD github.com/ stained images & classifica-
maikelroennau/ of oral mucosa tion
UFRGS-Pap-0MD (histopathology)
Histopathological https://doi. [42] Histopathological = Tissue clas- Unimodal
Image Reposi- org/10.17632/ Images sification
tory ftmp4cvtmb. 1
*Smartphone Available upon [43] Clinical photos Classification Unimodal
Oral Images request”
ORCHID https://doi.org/ [44]] Histopathological Classification Unimodal
10.5281/zenodo. Images
12636426
TCGA-HNSC https://portal. [45] Clinical, genomic, Survival Unimodal
gdc.cancer. pathology data analysis

gov/projects/
TCGA-HNSC

*Dataset is not publicly available; can be requested from the authors.
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https://doi.org/10.17632/bbmmm4wgr8.4
https://doi.org/10.17632/bbmmm4wgr8.4
https://doi.org/10.17632/bbmmm4wgr8.4
https://doi.org/10.5281/zenodo.10664055
https://doi.org/10.5281/zenodo.10664055
https://doi.org/10.5281/zenodo.10664055
https://github.com/maikelroennau/UFRGS-Pap-OMD
https://github.com/maikelroennau/UFRGS-Pap-OMD
https://github.com/maikelroennau/UFRGS-Pap-OMD
https://github.com/maikelroennau/UFRGS-Pap-OMD
https://doi.org/10.17632/ftmp4cvtmb.1
https://doi.org/10.17632/ftmp4cvtmb.1
https://doi.org/10.17632/ftmp4cvtmb.1
https://doi.org/10.5281/zenodo.12636426
https://doi.org/10.5281/zenodo.12636426
https://doi.org/10.5281/zenodo.12636426
https://portal.gdc.cancer.gov/projects/TCGA-HNSC
https://portal.gdc.cancer.gov/projects/TCGA-HNSC
https://portal.gdc.cancer.gov/projects/TCGA-HNSC
https://portal.gdc.cancer.gov/projects/TCGA-HNSC

CHAPTER 3: Problem Statement

3.1 Gap Analysis

Based on the comprehensive survey in Chapter 2, several key gaps remain in Al-driven
oral cancer detection. Below we enumerate them, and mark which are addressed by this

thesis:

* Data scarcity: In medicine, it is often difficult to collect large amounts of labeled
data. As a result, models may struggle to perform well or generalize beyond what
they’ve seen. To overcome this problem, we bring together two different modalities
1.e. histopathological images with patient metadata. By combining both datatypes,

the model does not rely solely on large datasets.

* Limited multimodal integration: While individual modalities such as imaging, NLP,
and IoT have been examined, systematic fusion, in particular combining histopathol-
ogy images with tabular patient data, remains quite underexplored and very little
research has been done in this area. Our approach actually implements a concrete
multimodal pipeline that integrates image embeddings from Swin/DeiT with metadata

features.

* Use of modern transformer architectures: Classic CNN based models may not
really grasp the global context as efficiently as ViT. In fact, there are only a few studies
that actually apply Swin Transformer or DeiT in oral cancer detection, especially in a
multimodal setting. We fine-tune Swin and DeiT on histopathology images and merge

their embeddings with metadata, leveraging their spatial attention capabilities.

* Computational complexity and scalability: Transformer-based models are generally
heavy, resource-intensive, and difficult to deploy in resource-limited settings. To
address this, we explore efficient fine-tuning strategies such as freezing early layers

and using smaller model variants.

 Ethical/privacy considerations in multimodal data: Combining patient metadata

with images raises privacy concerns and regulatory challenges. We work only with
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data that have already been de-identified according to institutional protocols before
any analysis. The code assumes metadata are anonymized. In future work, exploring
privacy-preserving methods such as federated learning will be important to further

protect patient information.

* Integration of additional modalities: Only a handful of studies have explored
multimodal approaches for oral cancer detection, and it doesn’t have to be limited
to combining images with text. We could also integrate other data types, such as loT
sensor readings or acoustic signals, which hold great promise and could be explored

in future work.

In summary, this thesis really aims to address the data scarcity, the quite limited mul-
timodal integration, and the underuse of modern transformer architectures in oral cancer
detection by developing a Swin+DeiT-based pipeline that’s fused with patient metadata.
It also partially tackles or at least acknowledges additional gaps like interpretability,
computational efficiency, and external validation, with some recommendations for fu-

ture enhancement.

3.2 Problem Statement

Current methods for detecting and diagnosing oral cancer mainly rely on just single types
of data, like imaging or spectroscopy. While these approaches are helpful, they often
miss the bigger picture, since oral cancer is complex disease that involves a combination
of clinical, imaging, and molecular factors. Without properly combining these different
types of datatypes, it becomes harder to achieve accurate and reliable results. So, to
improve diagnostic accuracy and practicality, there’s a need to develop techniques that

can bring together multiple types of data in a single, unified approach.

3.3 Objectives

1. Toreview existing technologies used for oral cancer detection, identify research gaps,

and evaluate the strengths and limitations of existing methodologies.

2. Gather and process a histopathological image dataset along with corresponding meta-

data (e.g., age, tobacco use, clinical indicators), handling missing values, performing
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normalization, feature engineering, and applying proper preprocessing.

. To design and develop an advanced Multimodal Al-based technique for early oral
cancer detection that addresses challenges such as dataset diversity, interpretability,

and scalability.

. To basically validate the performance of the proposed system through some rigorous
testing and a comparative analysis with the existing approaches, in order to ensure

its overall reliability and practical applicability in real-world settings.
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CHAPTER 4: A Multimodal AI-Enabled System Using Advanced

Visual Transformer

This Chapter outlines the multimodal system for classifying oral cancer into three
classes(leukoplakia without dysplasia, leukoplakia with dysplasia, and carcinoma). Two
transformer-based architectures were implemented, (1) a ViT variant, DeiT, and (2) a

Swin Transformer variant—each augmented with patient metadata.

4.1 Overview of the Proposed System

This Chapter describes in detail the methodology for the transformer-based multimodal
system that fuses histopathological images and structured metadata for oral cancer
detection. We begin with a high-level overview, followed by dataset description, pre-
processing steps, model architecture (image branch, metadata branch, fusion), training
strategy, evaluation protocol, implementation details, and ethical considerations. A

schematic illustration of the overall pipeline is provided in Figure .1]

4.2 Preprocessing

Before providing images and metadata as input to transformer models, a number of
simple and repeatable steps were performed to ensure compatibility and to help the

network learn robust features:

4.2.1 Image Preprocessing
Training Augmentation:

* RandomResizedCrop (224%x224): randomly crop each patch and resize to 224x224

pixels, encouraging scale invariance.
* Horizontal Flip: mirror images with 50% probability to reduce left-right bias.

e Rotation (+15°): small rotations simulate varied slide orientations.

28



e

B
HigTeN Image Augment/
* "
R N Normalize
Patch (ImageNet)
Extraction

images Resize to 224x224

Swim or
Diet backbone

768
or
384-D

Metadata
Preprocess
(z-score,
one-hot)

Concatenate
Image +
Metadata

Patient Metadata
csv

0
Classifier

(MLP head +
dropout)

3-way
output

Leukoplakia Leukoplakia Carcinoma
without with
dysplasi dyspl

Figure 4.1: Schematic of the Proposed Multimodal System.

Validation/Test Standardization:

* Resize (short side = 256): ensure a consistent minimum dimension without crop-

ping features.
* CenterCrop (224x224): extract the central region so validation inputs match the
training size.
Normalization:

Normalize pixel intensities using ImageNet mean ([0.485, 0.456, 0.406]) and standard
deviation ([0.229, 0.224, 0.225]) to center inputs around zero and match pretrained

statistics.
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4.2.2 Metadata Preprocessing

» Z-score Normalization: continuous variables (e.g., lesion size) were standardized

by subtracting the training-set mean and dividing by the standard deviation.

* One-Hot Encoding: categorical attributes (e.g., gender, tobacco use, alcohol
consumption, sun exposure) were converted into binary vectors so that no ordinal

relationship is implied.

* Missing Data Handling: missing entries were imputed using the median for
continuous fields or flagged via an additional “unknown” indicator for categorical

ones.

4.3 Using Multiple Data Types Together

The proposed classification pipeline actually combines both two complementary modal-
ities—namely, histopathological patch images and patient metadata—into a single, end-

to-end network:

* Image encoding: Input patches (224x224 pixels) are processed by a pretrained
ViT (DeiT-small or Swin-Tiny). The transformer backbone outputs a rich feature
vector (384-dimensional for DeiT, and 768-dimensional for Swin) that effectively
captures cellular morphology, texture, and other important visual patterns that are

indicative of either dysplasia or carcinoma.

* Metadata encoding: Clinical attributes (e.g., patient age, gender, tobacco use,
lesion size) are first z-score normalized (continuous variables) or one-hot encoded
(categorical variables). A lightweight two-layer MLP then transforms this M-

dimensional metadata vector into a 128-dimensional embedding.

* Feature fusion: The transformer’s visual embedding is concatenated with the
MLP’s metadata embedding to form a single (384 or 768 + 128)-dimensional
vector. This fused feature passes through a shared classifier head—two fully
connected layers with Rectified Linear Unit (ReLU) and dropout— to predict one

of three classes.
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* End-to-end learning: During training, only the MLP and the classifier layers are
updated; the transformer backbone remains frozen. This strategy leverages the
pretrained visual priors of the transformer while allowing the metadata branch to

specialize, and the classifier to learn the optimal multimodal decision boundary.

4.4 Building and Improving the Model

4.4.1 Swin Transformer Variant

Initially, the Swin-Tiny network is pretrained on ImageNet. This “visual expert” turns
each 224x224 patch into a 768-dimensional feature vector, and its weights are frozen.
In parallel, a small two-layer MLP is built to handle patient metadata such as lesion
size, age, gende, tobacco history, etc. Continuous values are z-score normalized and
categorical ones are one-hot encoded so the network treats each feature correctly.

Further, the 768-dimensional image embedding with the 128-dimensional metadata
embedded into one long 896-dimensional vector. A lightweight classifier head—two
fully connected layers with ReLU activations and dropout—maps that combined vector
to one of three classes.

To fine-tune the model safely on a limited amount of data:

Freeze the Swin backbone; train only the metadata MLP and classifier layers.

Use Adam Optimizer with a learning rate of 1 x 107 to ensure stable updates.

* Apply up to 40% dropout to reduce overfitting.

Save the model whenever validation loss improves, and stop early after 5 epochs
without improvement.
4.4.2 DeiT Transformer Variant

Second setup swaps in a DeiT_small_patch16_224 backbone (also frozen). It outputs a
384-dimensional image feature. The same two-layer metadata MLP (128 units, ReL.U,

dropout) is reused, then:

1. Concatenate the 384-dimensional image feature with the 128-dimensional meta-

data feature (total 512).
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2. Pass this through the same classifier head.
3. Train only the MLP and classifier layers; keep DeiT weights fixed.

All other settings—batch size 32, 100 epochs with early stopping (patience=5), Adam

at 1 x 107, and checkpointing on validation loss—match the Swin variant.

4.5 Testing & Results

During experimental work, both multimodal transformer variants are trained and eval-
uated on a patch-level dataset split into 2,395 training, 294 validation, and 311 test
samples. To prevent overfitting, early stopping with a patience of 5 epochs is used
and the best checkpoint is saved based on validation loss. Both the Swin-Tiny model
(stopped at epoch 40) and the DeiT-Small model (stopped at epoch 49) exhibited rapid
gains over the first 10—15 epochs, after which improvements slowed and the curves began
to plateau. The accompanying loss plots show the validation loss closely tracking the

training loss throughout, demonstrating smooth convergence and strong generalization.

4.5.1 Swin Transformer Variant

A frozen Swin-Tiny backbone produced a 768-dimensional image embedding, which
was concatenated with a 128-dimensional metadata vector. A small classifier head then
mapped this 896-dimensional feature into three classes.

Convergence:

Validation accuracy climbed from ~ 52.7% at epoch 1 to = 95.2% by epoch 33, after
which improvements slowed. Early stopping (patience = 5) triggered at epoch 40 and
restored the best checkpoint (validation loss = 0.1044).

Final Test Metrics:

On the held-out test set (311 patches), Overall accuracy 93 Y%; Fl-scores: Leukoplakia
without dysplasia 0.96, with dysplasia 0.96, carcinoma 0.78.
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4.5.2 DeiT Transformer Variant

A frozen DeiT-small-patch16-224 backbone is swapped, producing a 384-dimensional

image embedding which is concatenated with the same 128-dimensional metadata vector.

Convergence:

Validation accuracy improved from = 46% at epoch 1 to a peak of = 96% by epoch 44,

with the best checkpoint saved at a validation loss of ~ 0.108.

Final Test Metrics:

On the held-out test set, the model achieved 92 % overall accuracy, with Fl-scores
of 0.96 (Leukoplakia without dysplasia), 0.93 (Leukoplakia with dysplasia), and 0.76

(Carcinoma).

Table 4.1: Final test metrics: Swin-Tiny Variant (311 patches)

Class Precision Recall F;  Support

Leukoplakia_without_dysplasia 0.99 0.92 0.96 153

Leukoplakia_with_dysplasia 0.92 1.00  0.96 108
Carcinoma 0.77 0.80 0.78 50
Accuracy 0.93

Macro avg 0.90 091 0.90 311
Weighted avg 0.93 093 093 311

Table 4.2: Final test metrics: DeiT-Small Variant (311 patches)

Class Precision Recall F;  Support

Leukoplakia_without_dysplasia 1.00 0.92 0.96 153

Leukoplakia_with_dysplasia 0.87 1.00  0.93 108
Carcinoma 0.79 0.74 0.76 50
Accuracy 0.92

Macro avg 0.89 0.89 0.88 311
Weighted avg 0.92 0.92 092 311
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As shown in Tables 4.1 and .2} the Swin-Tiny model slightly outperformed DeiT-
Small across all metrics, especially on carcinoma patches.

Both variants achieved excellent performance by fusing high-resolution visual cues
with patient metadata. For the Swin transformer, Fig. f.2] shows the training and
validation loss curves, while Fig. 4.3] presents its training and validation accuracy over
epochs. Similarly, for the DeiT transformer, Fig.[d.4]plots the loss curves and Fig.4.5|the
accuracy curves. Overall, the Swin model converged slightly faster and outperformed
DeiT by about 1% in final accuracy, and all four plots demonstrate stable training and

strong generalization to unseen data.

1.0 — Train Loss
Val Loss

0.8 1

0.6 7

Loss

0.4 1

0.2

T
0 5 10 15 20 25 30 35 40
Epoch

Figure 4.2: Training and validation loss curves for Swin variants.
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Figure 4.3: Training and validation accuracy curves for Swin variants.
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Figure 4.4: Training and validation loss curves for DeiT variants.
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Figure 4.5: Training and validation accuracy curves for DeiT variants.
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CHAPTER 5: Quantum-Enhanced Swin Transformer Implementa-

tion

This Chapter details the complete implementation and evaluation of our hybrid
quantum-classical structure for classification of oral lesions. Our primary objectives
are: first, installing a reproductive preprocessing pipeline for medical images and clin-
ical metadata; Second, developing and comparing three different models architecture
(classical baseline, classical control and quantum-hybrid); And third, quantitatively as-
sessing whether the quantum-enhanced feature extraction provides clinical benefits on

traditional DL approaches in detecting oral cancer.

5.1 Overview of the Proposed System

The experimental framework follows a structured five-step process, based on clinical
relevance and scientific accuracy. We start with the data processing, where medical
images and patient metadata are standardized and coded. In the model construction
phase, three parallel architectures are developed, which have a common backbone
for the feature extraction, but differ in their approach to feature refinement. During
optimization, models are trained with early stopping, to prevent an overestimation. In
the evaluation phase a multi-seed validation is employed to ensure statistical reliability,
while the concluding diagnosis report provides detailed performance measurements per
disease class and thus enables a clinically meaningful interpretation of the results.

A schematic of this hybrid model is shown in Figure[5.1]

5.2 Preprocessing

Preprocessing is identical to Section [4.2] (Image: RandomResizedCrop, flips, rota-
tions; resize/center-crop; ImageNet-norm. Metadata: z-score, one-hot, median imputa-

tion/“unknown” flags).
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Figure 5.1: Architecture Overview of the Proposed System.

5.3 Model Architectures

Three different neural network frameworks were implemented to evaluate the impact

of quantum-enhanced feature extraction on diagnostic performance. While all models

share common preprocessing steps for images and metadata through a Swin Transformer

backbone and clinical metadata through a Multilayer Perceptron (MLP), their approaches

for feature extraction differ quite a bit. This technique allows us to isolate the specific

contribution of quantum processing in the classification pipeline.
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5.3.1 Baseline Model: Classical Fusion Architecture

The baseline model represents current clinical Al norms that combine visual and clinical
data through traditional DL. Its architecture utilizes a frozen Swin Transformer (trained
on ImageNet) to extract 768-dimensional image representations, while clinical metadata
is handled through a dedicated 128-unit MLP. These modalities are merged into a joint
feature vector and passed through a classifier with 256 hidden units. Importantly, this
model lacks any advanced feature enhancement technique, acting as our benchmark for
standard multimodal fusion effectiveness. Its design approach emphasizes architectural
minimalism and clinical applicability, mirroring typical methodologies in medical Al
frameworks where computational overhead must be balanced against diagnostic preci-

sion.

5.3.2 Classical Control Model: Architectural Ablation

To isolate whether performance differences arise from architectural intricacy rather than
quantum influences, we implemented a classical control model that exactly replicates
the hybrid structure using standard operations. This variant includes a classical feature
layer that reflects the quantum component’s output dimension (2 units) while preserving
the same classifier structure. The main differences from our quantum-hybrid approach

are:

* Computational mechanism: It implements feature transformation through stan-

dard matrix operations rather than using quantum gates.

* Feature correlations: It generates linear feature combinations without using

quantum entanglement.

 Information processing: Limited to classical probability distributions

This model tests a critical hypothesis: any performance differences between the baseline
and quantum models arise specifically due to quantum information properties rather than

increased parametric complexity.
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5.3.3 Quantum-Hybrid Model: Quantum Feature Enhancement

In this model architecture, we introduce a quantum circuit as a feature transformation
module. We preprocessed the fused image-clinical features through quantum operations.

Its core innovation lies in the quantum feature layer that:
* Maps classical features to quantum rotation angles using a trainable linear layer
* Processes these angles through parameterized quantum gates:

— Single-qubit RY rotations encoding feature information
— Entangling CNOT gates creating quantum correlations

— Circular entanglement capturing non-local feature relationships

* Measures expectation values of Pauli-Z operators as new quantum-enhanced fea-

tures
The quantum circuit fundamentally differs from classical alternatives through:
* Quantum superposition: Features exist in probabilistic state combinations
* Quantum entanglement: Creates non-separable feature correlations
* Quantum interference: Amplifies diagnostically relevant feature patterns

These quantum information properties enable the model to discover complex feature
relationships inaccessible to classical systems, particularly valuable for distinguishing
subtle morphological transitions between dysplasia and carcinoma lesions. By main-
taining identical backbone and classifier structures to other models, we ensure observed
performance differences directly stem from quantum information processing rather than

architectural variations.

5.3.4 Comparative Rationale

The three-model strategy provides controlled evaluation of quantum enhancement:
* Baseline establishes conventional multimodal performance

* Classical control tests whether architectural changes alone explain improvements
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* Quantum-hybrid isolates quantum information effects

This tiered approach allows us to attribute accuracy differences specifically to quantum
information properties rather than parametric increases or structural modifications. The
quantum circuit’s main capability lies in generating entangled features, which can help
capture non-linear relationships between image and clinical data. These complex non-
linear patterns can help in early cancer detection, where visual changes may be subtle

but clinically significant.

5.4 Training Protocol

The optimization strategy employed a carefully designed protocol to ensure fair model
comparison while maintaining clinical feasibility. All models underwent individual
training with a batch size of 32, balancing computational efficiency with gradient sta-
bility. We implemented the Adam optimizer with a learning rate of 1e-4, which helped
generate stable convergence across architectures without the need for hyperparameter

tuning. To reduce overfitting, we implemented two safeguard methods:

* Early Stopping Mechanism: Training automatically stopped if validation loss
failed to show progress for five consecutive epochs, retaining the best-performing

weights.

* Multi-Seed Validation: All experiments were repeated with seeds 42 and 7 to

make sure the results were not just random artifacts.

* Epoch Limitation: Training was capped at 10 epochs to reflect real-world clinical

deployment constraints

The models are rigorously validated at each epoch loop on a dedicated validation set
comprising 294 patches. This iterative validation serves two purposes: (1) monitoring
generalization performance and (2) triggering early stop when models start overfitting.
For the quantum model in particular, we employed a gradient-free quantum circuit
to preserve computational practicality, processing quantum operations as fixed feature
transformations instead of differentiable components. This design decision helps retain
the usefulness of quantum capabilities and also ensures reasonable efficiency, allowing

the hybrid model to complete training within 2 hours on a single GPU (NVIDIA Tesla
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T4). All models shared the same data with identical preprocessing and data loader
pipelines. Also, the training of each model was conducted on the same hardware. The
only variation between models existed in their architectural components, ensuring that
observed performance differences stemmed from design choices rather than training
inconsistencies. This controlled approach helps enable direct comparison between

quantum feature extraction and classical counterparts.

5.5 Experimental Results & Conclusion

For this experiment, all three models are trained on 2,395 histopathological image
patches and validated at each epoch with 294 samples, with final testing on 311 in-
dependent patches. To prevent overfitting, early stopping with a patience of 5 epochs
is implemented. The quantum-hybrid model demonstrated unique learning dynamics,

with steeper late-stage improvements compared to classical counterparts.

5.5.1 Baseline Model (Classical Fusion)

The baseline model combine visual and clinical data through a traditional DL approach.

Architecture:

It combines 768-dimensional (768D) Swin Transformer features with 128-dimensional
(128D) metadata, feeding them into a 256-dimensional (256D) classifier.
Convergence:

This model showed rapid initial gains, with accuracy improving from 49% to 81% within
the first 5 epochs.

Test Performance (Seed 42)

Here’s a detailed breakdown of the model’s performance on the test set for Seed 42. The
Table[5.1|showcases precision, recall and F1-score all three classes and overall accuracy
of 86.0%.

Overall Accuracy: 86.0%
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Table 5.1: Baseline Model Test Performance (Seed 42)

Class Precision Recall F1-Score Support
Leukoplakia_without_dysplasia 0.96 0.89 0.92 153
Leukoplakia_with_dysplasia 0.82 0.95 0.88 108
Carcinoma 0.68 0.60 0.64 50

5.5.2 Classical Control Model

The classical control model was developed as an architectural ablation, closely re-
sembling the hybrid structure but relying entirely on classical operations for feature
enhancement.

Architecture:

It uses the Baseline architecture augmented with a 2-dimensional (2D) classical feature
layer, designed to mimic the output dimension of the quantum circuit.

Convergence:

This model exhibited fast early optimization, with accuracy improving from 48% to
76% within the first 4 epochs.

Test Performance (Seed 42)

A detailed breakdown of the classical control model’s performance on the test set for

Seed 42 is shown in Table[5.2] The overall accuracy achieved by this model is 81.0%.

Table 5.2: Classical Control Model Test Performance (Seed 42)

Class Precision Recall F1-Score Support
Leukoplakia_without_dysplasia 0.95 0.81 0.88 153
Leukoplakia_with_dysplasia 0.73 0.92 0.81 108
Carcinoma 0.61 0.56 0.58 50

Overall Accuracy: 81.0%
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5.5.3 Quantum-Hybrid Model

The quantum-hybrid model introduces a quantum circuit for feature enhancement, with

the goal of utilizing quantum data processing for enhanced diagnostic performance.
Architecture:

It builds upon the Baseline model by incorporating a 2-qubit quantum feature layer,
designed to perform non-linear transformations on the fused features.

Convergence:

This model exhibited a slower start in training but demonstrated superior late-stage
gains, indicating its potential for more complex feature learning.

Test Performance (Seed 42)

A detailed breakdown of the quantum-hybrid model’s performance on the test set for

Seed 42 is shown below in Table[5.3]along with overall accuracy.

Table 5.3: Quantum-Hybrid Model Test Performance (Seed 42)

Class Precision Recall F1-Score Support
Leukoplakia_without_dysplasia 0.94 0.81 0.87 153
Leukoplakia_with_dysplasia 0.77 1.00 0.87 108
Carcinoma 0.74 0.56 0.64 50

Overall Accuracy: 84.0%

5.5.4 Multi-Seed Performance Summary

This section offers a comprehensive overview of the performance across all model
variants, pointing out their key strengths and the distinct role played by the quantum-
hybrid approach.

Critical Findings:

* The quantum model achieved the highest mean accuracy (81.0%) as shown in

Table
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Table 5.4: Multi-Seed Performance Summary

Model Seed 42 Acc  Seed 7 Acc Mean Acc Key Advantage

Baseline 86.0% 75.9% 80.5% Non-dysplastic  precision
(96%)

Classical 81.0% 80.1% 80.5% Training stability

Quantum-Hybrid 84.0% 78.1% 81.0% Perfect dysplasia detection

* Notably, it achieved 100% detection of high-risk dysplastic lesions at seed 42.
* Demonstrated a 13% carcinoma precision improvement over classical models.
* Quantum features enhanced decision boundaries for subtle class transitions.

The quantum-hybrid strategy showed particular effectiveness in clinically critical ar-
eas where classical models had shortcomings, positioning quantum enhancement as a

favorable path for medical image diagnosis.
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CHAPTER 6: Conclusions

6.1 Conclusions

In this work, a multimodal framework is developed for classifying oral lesions by com-
bining high-resolution image patches with patient metadata. Two transformer-based
backbones (1) Swin-Tiny and (2) DeiT each enriched with clinical features processed
through a small neural network, are used. Both variants achieved strong performance,
demonstrating that adding even simple patient information is able to meaningfully boost
accuracy when identifying leukoplakia and carcinoma. Early stopping and checkpoint-
ing helped to keep training stable, while the use of standard image augmentations and
metadata normalization helped ensure that models were able to learn robust and gener-
alizable patterns. Overall, this research work highlights integration of detailed image
analysis with patient context leads to more reliable oral lesion detection. By expanding
data sources and experimenting with advanced models, Al-driven decision support in
oral pathology will be improved for clinical deployments.

The second methodology successfully established a quantum-classical hybrid frame-
work for oral lesion classification, demonstrating that quantum-enhanced feature ex-
traction can offer diagnostic benefits. The hybrid model achieved an 81.0% mean
accuracy across multiple seeds—outperforming classical baselines—while delivering
essential clinical advantages: 100% detection of dysplastic lesions (high-risk precancer-
ous states). This result showcases that quantum circuit-embedded models can capture
useful and complex information that classical models can overlook. The key innova-
tion in this work was the integration of a 2-qubit quantum circuit combined with Swin
Transformer features, creating entangled representations that enhance decision-making
boundaries without increasing the complexity too much. This work also focused on

strict testing on every model, even with class-specific performance analysis.

6.2 Future Scope

There are various promising future directions discussed further:
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I. Larger and More Diverse Datasets:

Working with much bigger and more varied collections of histopathology images (from
a range of multiple centers or across different populations) will help the models to see a
wider range of tissue appearances and to reduce any bias toward a single data source.

II. Additional Data Modalities:

Beyond just simple tabular metadata, future systems could potentially integrate other
types of patient information, such as genomic markers, radiology scans, videos, or even
free-text clinical notes, so that the model can learn from an even richer context.

I11. Advanced Fusion Strategies:

A straightforward concatenation of image and metadata features is used. However, more
sophisticated fusion techniques (e.g., cross-attention layers or gating mechanisms) may
allow the model to dynamically weigh visual as opposed to clinical cues, which could
potentially improve both interpretability and accuracy.

IV. Lightweight Deployment:

To bring this tool into real-world clinics, slimmed-down or quantized versions of these
transformers (perhaps by using model distillation) could actually run quite efficiently on
standard hospital hardware or even on mobile devices.

V. Scaling Quantum Systems:

Future work could explore 4-8 qubit circuits for capturing more complex feature inter-
actions while maintaining efficiency and performance.

VI. Explainable Quantum Al:

Creating interpretability tools to visualize how quantum features influence diagnoses

will build clinician trust and refine model decisions.
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VII. Clinical Validation:

While the results are promising, studies conducted across multiple institutions are re-

quired to verify robustness across varied patient demographics and imaging procedures.
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